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Objective

Study some semi-supervised learning problems in data mining

(related to some image processing applications: segmentation,

recognition, and annotation) and present some numerical linear

algebra issues in these problems
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Outline

• Data Mining

• Semi-supervised Learning

• Example 1: Interactive Image Segmentation

• Example 2: Multi-Label Learning

• Example 3: Linear Discriminant Analysis

• Concluding Remarks
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Data Mining

• Introduction

• Classification (Supervised Learning)

• Clustering (Unsupervised Learning)
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Introduction

Data mining is the process of extracting patterns from data. As

more data are gathered, data mining is becoming an increasingly

important tool to transform these data into information. It is

commonly used in a wide range of profiling practices, such as

marketing, surveillance, fraud detection and scientific discovery.

Data −−−−−−−−−−−−−− > Information

Data Mining Tasks
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Data Mining Tasks

• Classification - arranges the data into predefined groups.

• Clustering - like classification but the groups are not pre-
defined, so the algorithm will try to group similar items to-
gether.

• Regression - attempts to find a function which models the
data with the least error.

• Association rule learning - searches for relationships between
variables.
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Data Complexity

• Data types

• Large data volume

• High dimensions

• Missing values

• ...

Design Models and Algorithms
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High Dimension/Large/Missing/Numerical Microarray Data
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High Dimension/Large/Missing/Categorical SNP Data
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High Dimension/Large/Sparse Text Data
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High Dimension/Large/Degraded Video Data
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Supervised Learning

A classification task involves building a classification model from

training data and applying the model to new data in the same

problem domain

Example: classify credit applicants as low, medium and high

risks; classify customers as profitable, non-profitable and costly

customers

Algorithms: decision tree, nearest neighbor search, support vec-

tor machine, ...

Key issue: sufficient labeled data
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Unsupervised Learning

Clustering is a process of partitioning a set of objects such as

customers into groups in which the objects in the same group

are similar to each other and the objects in different groups are

dissimilar, according to some similarity measure

Example: In image segmentation, clustering can be used to di-

vide a digital image into distinct regions for border detection or

object recognition

Algorithms: Hierarchical clustering methods, k-means, Auto-

class, ...

Key issue: no labeled data
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Semi-supervised Learning

Semi-supervised learning is a class of machine learning techniques

that make use of both labeled and unlabeled data for training -

typically a small amount of labeled data with a large amount of

unlabeled data

Semi-supervised learning falls between unsupervised learning (with-

out any labeled training data) and supervised learning (with com-

pletely labeled training data)

The cost associated with the labeling process thus may render

a fully labeled training set infeasible, whereas acquisition of un-

labeled data is relatively inexpensive
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Another good reason

We can use huge amount of available relevant resources in the

literature to perform learning better

Examples in bioinformatics: use of gene ontology in learning

protein-protein interaction and genetic networks
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Protein-Protein Interaction (PPI)

There are a number of large scale biological data sets providing

indirect evidence for protein-protein interaction relationships

Semi-supervised Mining Functional Modules from Yeast PPI Net-

works with Gene Ontology: Higher similarity value in Gene On-

tology means that two gene products are more functionally re-

lated to each other, so it is better to group such gene products

into one functional module

To encode the functional pairs into the existing PPI networks;

and use these functional pairs as pairwise constraints to supervise

the existing functional module identification algorithms
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Genetic Network

Gene regulatory networks have long been studied in model or-

ganisms as a means of identifying functional relationships among

genes or their corresponding products.

We can make use of multi-methods (Overlapping clustering and

Reverse Engineering methods) to effectively and efficiently con-

struct gene regulatory networks from multi-sources (Gene ex-

pression profiles and Gene Ontology).

It has an ability to construct validated gene regulatory networks,

such as, some potential gene regulatory pairs which can not be

discovered by general inferring methods and identifying cycles

(i.e. feedback loops) between genes
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Interactive Image Segmentation (joint work with G. Qiu and A.
Yip)

(a) (b)

Two-class image segmentation. (a) The original 384×256 (b) The foreground

viewed against a uniform blue background.
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Motivation

Foreground-background segmentation has wide applications in
computer vision (e.g. scene analysis), computer graphics (e.g.
image editing) and medical imaging (e.g. organ segmentation).

[confusing background (left) and extract spider web (right)]
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Motivation

Fully automatic image segmentation has many intrinsic difficul-

ties and is still a very hard problem (unsupervised learning).

[image editing]
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Interactive image segmentation

input human knowledge in the segmentation process −− > semi-

supervised learning

Related Work

1. Y. Boykov and M. Jolly, Interactive graph cuts for optimal

boundary and region segmentation of objects in N-D images,

ICCV, 2001

Use graph-cut to solve minimization problems with input con-

straints
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2. C. Rother, V. Kolmogorov and A. Blake, ”GrabCut: interac-
tive foreground extraction using iterated graph cuts, ACM Trans.
Graph, 2004

Each pixel assigns a unique Gaussian Mixture Model (GMM)
component, one component either from the background or the
foreground, formulate an energy: -log likelihood + smoothness
term (coherence in regions of similar color value), initialize back-
ground and foreground pixels, and solve by graph-cut minimiza-
tion and EM update on GMM assignment;

3. Y. Chuang, B. Curless, D. Salesin and R. Szeliski, A Bayesian
approach to digital matting, CVPR, 2001

Require to supply a trimap that partitions the image into three
regions (foreground, background, unknown region), the matte



can be estimated using the color statistics in the known fore-

ground and background (Bayesian approach)

4. J. Sun, J. Jia, C. Tang, H. Shum, Poisson matting, ACM

SIGGRAPH, 2004

Operate directly on the gradient of the matte, and reconstruct

the matte by solving Poisson equations

5. J. Wang and M. Cohen, An interactive optimization approach

for unified image segmentation and matting, ICCV, 2005

Generate a matte directly from a few user specified foreground

and background strokes, and propose a belief propagation solu-

tion to iteratively estimate a discrete matte



The Approach

Pixels – objects

A foreground and a background in an image are correspondingly

two classes.

Labeled pixels – given classes

Unlabeled pixels – classes to be determined (foreground/background)

Semi-supervised learning setting
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Semi-Supervised Learning Using Harmonic Functions (Zhu et al.)

Construct an n-by-n symmetric weight matrix W with entries
containing the distance between two objects

Compute a real-valued function so that the labels can be assigned
based on f (takes the values of label data), unlabeled objects
have similar labels when they are nearby

min
∑
i,j wij(f(i)−f(j))2 with f(i) = yi on the labeled data. The

minimum energy function is harmonic, i.e., 4f = 0 on the unla-
beled data,

4 is the combinatorial Laplacian D−W where D is the diagonal
matrix with entries (

∑
j wij). The value of f is at each unlabeled

data point is the average of f at neighboring points In matrix
form: f = D−1W
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References: Graph-based Approaches

M. Belkin, P. Niyogi and V. Sindhwani, Manifold regularization:

a geometric framework for learning from examples, Journal of

Machine Learning Research, (2006)

A. Blum and S. Chawla, Learning from labeled and unlabeled

data using graph mincuts, ICML (2001)

T. Joachims, Transductive learning via spectral graph partition-

ing, ICML (2003)
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An Optimization Model for Two-class Problems

The observed image u = (ui) is modeled as a convex combination
of a foreground F = (Fi) and a background B = (Bi):

ui = αiFi + (1− αi)Bi
Here i denotes a pixel location and α = (αi) with 0 ≤ αi ≤ 1 for
each i indicates the degree of membership of each pixel to the
foreground

αi = 1, the i-th pixel is a certain foreground pixel
αi = 0, the i-th pixel is a certain background pixel

In image segmentation, the problem is to estimate the member-
ship function {αi} from the given image {ui} and some sample
pixels in which αi = 1 (foreground) or αi = 0 (background)
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In the segmentation model, membership functions {αi} are based
on the similarity wij of both geometric and photometric neigh-
bors

The basic idea is that the membership of neighboring pixels (ei-
ther geometric or photometric) should be similar. The optimiza-
tion model for the two-class segmentation problem is given by:

min
α

∑
i∈Ω

αi − ∑
j∈Ni

wijαj

2

subject to

0 ≤ αi ≤ 1, ∀i

and the constraints:

αi =

{
1, on F (Foreground),
0, on B (Background).



wij is the relative combined geometric and photometric similarity
measures of pixel i to other neighboring pixels

∑
j wij = 1

In matrix form:

min
0≤α≤1

‖DΩ(I −W )α‖22

subject to the constraints; Ω consists of pixels at which the
membership is unknown; DΩ is an |Ω| ×N downsampling matrix
from the image domain to Ω; W = (wij) is not symmetric



Photometric similarity

(a) A net image with many holes, the blue scribble indicates

background, the red scribbles indicate foreground. (b) The al-

pha matte pulled with photometric neighbors and (c) the alpha

matte pulled without the use of photometric neighbors (failed to

propagate outside of its hole)
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An Optimization Model for Multiple-class Problems

This multi-class model allows us to handle images with multiple

segments

The image is modeled as a convex combination of M images:

ui = α1
i F

1
i + α2

i F
2
i + . . .+ αMi F

M
i

The M membership functions satisfy

0 ≤ αmi ≤ 1

for each m and each i and

M∑
m=1

αmi = 1
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Γ := Γ1 ∪Γ2 ∪ · · · ∪ΓM where Γm is the set of pixels with certain

membership to the m-th class

The optimization model:

min
α1,...,αM

M∑
m=1

‖DΩ(I −W )αm‖22

subject to 0 ≤ αm ≤ 1,
∑
mα

m = 1 and the constraints:

αmi =

{
1, on Γm,
0, on Γ \ Γm,

for m = 1,2, . . . ,M . Ω is the set of pixels at which the member-

ship functions are unknown (i.e. the complement of Γ) and DΩ

is the downsampling matrix from the image domain to Ω



Properties

• Using Lagrange multipliers and checking optimality condi-
tions, the optimal membership functions {αm} can be com-
puted independently (the two class problem)

• (I −W )α = b or Aα = b satisfies a discrete maximum prin-
ciple. ∗ Then the matrix A is non-singular and the bilateral
constraints 0 ≤ α ≤ 1 are automatically satisfied

• A is nonsymmetric, but it is an M-matrix

∗Let Ω be a discrete connected domain and let Γ be its boundary (Ω∩Γ = ∅).
Let α = (αi) be a discrete function defined on Ω∪Γ. Then the principle says
that α attains its maximum in Γ only, unless α is a constant everywhere in
Ω ∪ Γ.
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Numerical Solvers Aα = b

• Large (number of pixels), large bandwidths

• Not dense, fast matrix-vector multiplications

• The nonzero positions are image dependent

• Nonsymmetric, indefinite
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Comparisons
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Experimental Results I

(left) The original 384×256 Tiger image juxtaposed with initial scribbles put

on by the user indicating foreground (red) and background (blue). (middle)

The estimated membership function. (right) The foreground viewed against

a uniform blue background.
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Experimental Results II

(left) The original 320×256 Merlion image juxtaposed with initial scribbles put

on by the user indicating foreground (red) and background (blue). (middle)

The estimated membership function. (right) The foreground viewed against

a uniform blue background.
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Experimental Results III

(a) (b) (c) (d)

(a) The original 480× 640 Sunset image juxtaposed with initial scribbles put

on by the user indicating three regions (blue, red and green). (b),(c),(d) The

regions viewed against a uniform blue background respectively.
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Comparisons

[Bayesian; graph cut]

[Grabcut; the pro-
posed method]
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Convergence Results I
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Convergence profile of various iterative methods. (left) The Tiger image.

(right) The Sunset image.
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Convergence Results II
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Convergence profile of of domain decomposition method with various degree

of overlapping. (left) The Tiger image. (right) The Sunset image.
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Convergence Results III

0 20 40 60 80 100
10

−8

10
−6

10
−4

10
−2

10
0

10
2

Iteration

R
el

at
iv

e 
re

si
du

al

 

 

Jacobi
Gauss Seidel
BJ (no overlap)
BGS (no overlap)
BJ (32 pixels overlap)
BGS (32 pixels overlap)

0 20 40 60 80 100
10

−8

10
−6

10
−4

10
−2

10
0

10
2

Iteration

R
el

at
iv

e 
re

si
du

al

 

 

Jacobi
Gauss Seidel
BJ (no overlap)
BGS (no overlap)
BJ (32 pixels overlap)
BGS (32 pixels overlap)

Convergence profile of the preconditioned GMRES method with domain de-

composition preconditioners. (left) The Tiger image. (right) The Sunset

image.
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Algebraic Multigrid Methods (joint work with Q. Chang)

Image Size NZ Method Iterations Seconds
(10−4)

Tiger 98304 1039480 AMG 64 19.6
AMG+Krylov 23 8.8

AMG+GS+Krylov 6 8.0
Sunset 307200 3778942 AMG 30 132.7

AMG+Krylov 15 93.3
AMG+GS+Krylov 3 86.4

Galerkin condition is used. Gauss-Seidel is used as a smoothing

process. Interpolation formula is calculated based on entries in

the residual equations.
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Effect of Constraints (Location)
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Number of Labeled Pixels for the Square Image
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Number of Labeled Pixels for the Black Swallowtail Image
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Multiple Label Learning (joint work with X. Kong and Z. Zhou)

Multi-label learning refers to the problems when each instance
can be associated with multiple classes simultaneously.

• In text categorization tasks, each document may be assigned
to multiple predefined topics, such as sports and entertain-
ment

• In automatic image or video annotation tasks, each image or
video may belong to several semantic classes, such as urban,
building and road etc.

• In bioinformatics, each gene may be associated with a set of
functional classes, such as metabolism and protein synthesis.

42



The Idea

Note that for labeled instances, we can encode training set’s

label information as

α
j
i =


1
|yi|
, if yji = 1,

0, if yji = 0.

where |yi| denotes the number of ground truth labels the i-th

instance is assigned to. In order to meet the constrains 0 ≤ αji ≤
1,

∑m
j=1α

j
i = 1), here all the α

j
is that corresponds to the ground

truth labels are equally weighted as 1/|yi|
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Experimental Results I

Summary of experimental data sets

Task Studied Data Set # Instances # Attributes # Classes
Automatic Image annotation 4,800 500 43
Annotation
Gene Functional yeast 2,417 103 14
Analysis
Web Page yahoo 5,000 (462 ∼ (21 ∼
Categorization (11 subsets) 1,047) 40)
Text RCV1-v2 103,149 9,479 68
Categorization
Natural Scene scene 2,407 294 6
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Experimental Results II

1. Five algorithms:

Tram (the proposed algorithm);

CNMF (constrained nonnegative matrix factorization); BOOS-

TEXTER (boosting technique); rankSVM (support vector ma-

chine); mlKNN (kNN)

2. Evaluation metrics:

Ranking loss: the average fraction of label pairs that are not

correctly ordered;
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Average Precision: the average fraction of labels ranked above

a label;

One-error: how many times the top-ranked label is not in the

set of ground-truth labels;

Coverage: go down label ranking list to cover all the ground-

truth labels;

Hamming loss: how many times an instance-label pair is mis-

classified

Performance: Tram is better the others in accuracy, and the

algorithm is quite efficient.



Experimental Results III (Image Annotation)
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Experimental Results IV (Image Annotation)
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Experimental Results V (Image Annotation)
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Similar results for Gene Functional Analysis, Natural Scene
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Experimental Results V (Webpage Categorization) [rankSVM

cannot work because of the size]
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Experimental Results VI (Webpage Categorization) [rankSVM

cannot work because of the size]

50



Experimental Results VII (Webpage Categorization) [rankSVM

cannot work because of the size]
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Experimental Results VIII (Text Categorization)

Results (mean±std.) on text categorization task (Except for the

Tram, the other approaches have to terminate early because of

not enough memory and/or the training time is too long).

Criteria Ranking Loss (×10−1) 1 - AveragePrecision One-error (×10−1)
Tram 0.105 ± 0.004 0.062 ± 0.001 0.301 ± 0.016

Coverage Hamming Loss (×10−1)
3.888 ± 0.069 0.130 ± 0.002
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Semi-supervised Linear Discriminant Analysis (joint work with L.
Liao and L. Zhang)

Linear Discriminant Analysis (LDA) is a popular method for fea-
ture extracting and pattern recognition

A semi-supervised LDA enable training of LDA with partially
labeled samples

Example: Face recognition, a small set of labeled samples, but
high dimensions
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The Formulation

Suppose A = [A1, · · · , Ac] ∈ RN×n, where each Aj ∈ RN×nj for

j = 1, · · · , c, c ≤ n, represents an independent class data set and

nj denotes the number of the samples of the jth class in A and∑c
j=1 nj = n. Define

mj =
1

nj

∑
x∈Aj

x =
1

nj
Aje

(j), where e(j) = (1, · · · ,1)T ∈ Rnj

to be the centroid of cluster Aj, and

m =
1

n

c∑
j=1

∑
x∈Aj

x =
1

n
Ae, where e = (1, · · · ,1)T ∈ Rn

be the global centroid of all objects.
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The within-class scatter matrix Sw, the between-class scatter

matrix Sb, and the total scatter matrix St are defined as

Sw =
1

n

c∑
j=1

∑
x∈Aj

(x−mj)(x−mj)
T

Sb =
1

n

c∑
j=1

nj(mj −m)(mj −m)T

St =
1

n

n∑
j=1

(aj −m)(aj −m)T = Sb + Sw

For a given linear transformation G, tr(GTSwG) and tr(GTSbG)

then measure the within-class cohesion and the between-class

separation in the projected lower-dimensional space respectively



The goal of the LDA is then to find a proper G, minimizing the

within-class cohesion and maximizing the between-class separa-

tion simultaneously in the projected lower-dimensional space

G∗ = arg max
GTG=Il

tr(GTSbG)

tr(GTSwG)

When Sw is singular, it is the case for the high-dimensional data

with small samples:

max
GTG=Il

tr(GTSbG)

tr(GTSwG) + µI

where µ > 0 is known as the regularization parameter (learn from

training data)



Algorithm: Given a symmetric and positive semi-definite B ∈
Rm×m, and a symmetric and positive definite W ∈ Rm×m, this
algorithm computes a global solution

1. Select any V0 satisfying V T0 V0 = Il, and the tolerance ε > 0.
Set k = 0.

2. Compute an orthonormal eigenbasis Vk+1 corresponding to
the l-largest eigenvalues of

Eψk = B − ψkW, ψk :=
tr(V Tk BVk)

tr(V Tk WVk)
.

3. If ψk+1−ψk < ε, then stop; (if ψk+1−ψk = 0, then Vk+1 solves
the optimization problem globally.) otherwise, set k = k + 1
and go to 2.



The Analysis of Algorithm

Define

BV := V TBV, WV := V TWV, and hence ψ(V ) =
tr(BV )

tr(WV )
.

Characterization of the global solution: The set of the critical
points of the function ψ(V ) : St(l,m) → R (or the stationary
points) is given by

S = {V ∈ St(l,m)|(Im − V V T )[B − ψ(V ) ·W ]V = 0}
where St(l,m) = {V ∈ Rm×l|V TV = Il} is a compact smooth
manifold called the compact Stiefel manifold.

Denote

Eψ(V ) := B − ψ(V ) ·W
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then for any V ∈ S, it follows that

Eψ(V )V = V (V TEψ(V )V ) = VMV , where MV := BV − ψ(V ) ·WV .

This implies that Eψ(V )V ∈ span(V ). Therefore, for any V ∈ S, V

is an orthonormal eigenbasis for the matrix Eψ(V ) with the cor-

responding eigenblock MV , and thus (MV , V ) is an orthonormal

eigenpair of Eψ(V ).

Result: Any stationary point V is an orthonormal eigenbasis

for the matrix Eψ(V ), and the sum of the eigenvalues of Eψ(V )
corresponding to the orthonormal eigenbasis V is zero [tr(MV ) =

0].



Result: Let ψ∗ be the global optimal objective function value.

Then any V ∗ ∈ Rm×l solves globally if and only if V ∗ is an or-

thonormal eigenbasis corresponding to the l-largest eigenvalues

of the matrix

E∗ := (B − ψ∗ ·W ) ∈ Rm×m.

Moreover, the sum of the l-largest eigenvalues of the matrix E∗

is zero.

Corollary: If l = 1, then V ∗ is a global solution if and only if it

is a normalized eigenvector of W−1B ∈ Rm×m corresponding to

the largest eigenvalue.



The result states that if the optimal objective function value

ψ∗ is available, a global solution can be computed; however, in

practice, we may only have an approximation, say α, of ψ∗. The

following result provides useful information when an orthonormal

eigenbasis corresponding to the l-largest eigenvalues of the ma-

trix Eα = B−αW is obtained, which is the theoretical foundation

of the bisection-based algorithm.

Let ψ∗ be the global optimal objective function value. For any

α ∈ R, suppose V ∈ Rm×l is any orthonormal eigenbasis corre-

sponding to the l-largest eigenvalues of the matrix Eα; we have

(i) if tr(V TEαV ) > 0, then ψ∗ > α; (ii) if tr(V TEαV ) < 0, then

ψ∗ < α; (iii) if tr(V TEαV ) = 0, then ψ∗ = α, and V solves the

problem globally.



Global convergence:

The sequence {ψk} generated by the algorithm is monotonically

increasing to the global optimal objective function value ψ∗, and

satisfies

ψ∗ − ψk+1 ≤ (1− γ)(ψ∗ − ψk), k = 0,1, · · · ,

where

γ =

∑l
i=1 λm−i+1(W )∑l

i=1 λi(W )
∈ (0,1].

Here

λ1(.) ≤ λ2(.) ≤ ... ≤ λm(.)



Local quadratic convergence:

Let V ∗ be any global solution. Then there exist an ε1 ∈ (0,1)

and a constant K2 > 0 such that for any V ∈ St(l,m) satisfying

dist(span(V ), span(V ∗)) = ε < ε1,

any orthonormal eigenbasis Ṽ of Eψ(V ) corresponding to the l-

largest eigenvalues satisfies

dist(span(Ṽ ), span(V ∗)) < K2ε
2.



Numerical Results
The y-axis of the left figure is |ψk+1−ψk|

|ψk−ψk−1|2
; while the y-axis of the right figure is

distk =
dist(span(Vk+1), span(Vk))

(dist(span(Vk), span(Vk−1)))2
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Model:

max
GTG=Il

tr(GTSbG)

tr(GTSwG) + µI

Comparison (SVD-based):

max
GTG=Il

tr((GTSbG+ µI)−1(GTSwG))

Data set Dim. Training Testing Class rank(A)
ORL 10304 280 120 40 280

Image Yale 16384 105 60 15 105
Yale B 10304 300 150 10 300

Gene Leukaemia 7129 32 40 2 32
Colon 2000 22 40 2 22

Text A2 1145 100 100 2 100
Text Text B2 1067 150 50 2 150

Text A4 1795 240 160 4 240
Text A4-U 708 208 92 4 201



Model Comparison
Data Acc. l µ Iter. Acc. (%) l µ
Set

ORL 97.167 10 1.510e+ 3 8.1 96.000 20 7.100e+ 3
Yale 88.333 14 4.200e+ 3 8.6 84.667 14 5.000e+ 3

Leukaemia 97.500 3 1.000e− 4 5.8 97.000 1 1.000e− 4
Colon 83.000 3 1.000e− 4 7.4 79.500 1 1.000e− 4

Text A2 94.200 3 4.011e+ 3 3.1 93.300 3 1.441e+ 3
Text B2 91.000 3 1.720e+ 0 5.0 89.800 3 2.31e+ 3
Text A4 90.938 4 2.161e+ 1 4.7 90.500 4 1.027e+ 2

Text A4-U 91.413 6 2.103e+ 3 3.2 90.000 6 1.234e+ 2

5-fold cross-validation (average results)



Weighted LDA

Sw =
1

n

c∑
j=1

∑
x∈Aj

w(x)(x−mj)(x−mj)
T

w(x) can be used to give the weights for labeled data objects

and unlabeled objects (or even noisy objects, uncertain objects)

small w(x) – low confidence/uncertain

large w(x) – large confidence/certain

same algorithm/convergence analysis
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Applications

1. Training with unlabeled samples: all the samples are used

to calculate the between-class scatter matrix, the within-class

scatter matrix with weights

2. Multiple instance learning using weighted LDA setting: multiple-

instance learning is a variation on supervised learning, where the

task is to learn a concept from data consisting of a sequence

of instances, each labeled as positive or negative, and each de-

scribed as a set of vectors, The instance is positive if at least

one of the vectors in its set lies within the intended concept,

and negative if none of the vectors lies within the concept; the

task is to learn an accurate description of the concept from this

information,
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Concluding Remarks

Data mining: semi-supervised learning

Image segmentation/multi-label/linear discriminant analysis: mod-

els and algorithms are studied

Numerical linear algebra issues: linear systems and eigenvalue

problems

Linear systems: nonsymmetric, M-matrix, not dense but not too

sparse

Eigenvalue problems: nonlinear, characterization of global solu-

tion
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1. Transfer learning in image segmentation: multiple images

in different modalities, e.g., CT and MRI images − > block

structure linear systems to be solved !

2. Sparse minimization using l1-norm on membership functions:

numerical solvers for nonlinear optimization − > interior point

methods − > linear systems and preconditioning issues !

Other practical issues: Given a resource budget, e.g., a limited

memory which is not sufficient to accommodate and/or process

all available unlabeled data, try to exploit unlabeled data to the

most. This setting is with practical importance because in most

real scenarios although there may exist abundant unlabeled data,

the computational resource available is usually not unlimited.

How to deal with budget semi-supervised learning ?



Thank you very much !
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